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Analysis of Basic Data
Before I offer course-by-course comments, I should point out that the numbers here don’t represent the whole picture. When looking at the data, it’s important to keep the following qualifications in mind:

1. The courses for which I have data are only the “official” Digital Media courses: 34A/B, 35A/B, and 36A/B (Flash, Dreamweaver, and Final Cut). However, two other sets of courses — Photoshop I and II, and Illustrator I and II — have unofficially been considered Digital Media courses since I arrived here three years ago, even though they’re officially listed as Architecture, Art, and Photography courses. (Each course — 31 A/B and 32 A/B — is cross-listed under all three disciplines.) These courses are quite popular and successful, often filling to 150% or more of their listed capacity, and it’s been understood (by me and my dean) that my willingness to accept all the extra students in those classes serves to offset the comparatively lower numbers in the official Digital Media courses. Flash, Dreamweaver, and Final Cut are unlikely ever to be as popular as Photoshop and Illustrator, mostly because the latter courses are prerequisites for several certificate and degree programs (Architecture, Graphic Design, and Business Graphics). Photoshop and Illustrator will officially become Digital Media courses in Fall ’07, but as of now they’re not included in this program review, and they therefore can’t provide the proper context for the other courses’ statistics.

2. Because the Digital Media program is so new, we’re still tinkering with schedules, hours, and sequences to see what works best. Because course schedules and curriculum changes often have to be worked out as much as a year in advance, the process of improvement based on trial and error is slow. (For example, revisions to the schedule based on my experience in Spring ’06 are being put into place only now, for Spring ’08.)  Therefore, the three years’ worth of data that we have so far represent what’s essentially a work in progress. I believe the course schedule I’m putting together for 2007-08 will solve several existing problems, but we won’t really know whether that’s true until Fall 2008.

3. Many of the students enrolled in Digital Media courses — particularly in Flash, Dreamweaver, and Final Cut, which aren’t prerequisites for anything — aren’t interested in “success” as it’s defined for purposes of program review. Many take these courses out of personal or professional interest; they’re often not concerned about their grades, and they don’t necessarily work to improve their grades. These students often skip classes frequently, fail to turn in assignments, and drop a course when they feel they’ve learned all they want to know, and as a result are not counted among the “successful” students. However, these students are usually the ones who do the best work, who participate eagerly in class, and who tell me what a big difference these courses have made in their lives. It’s ironic, but true: many of my best students get F’s. It’s unfortunate that these students, who are more common in Digital Media classes than in many other disciplines, aren’t considered to contribute to success rates because their success isn’t quantifiable. (As you’ll see later, this issue is the basis for my “rock project.”)

4. Many of the success-rate figures with which I’ve been provided — particularly those broken down by ethnic group and by level of English courses completed — don’t provide any practical information, because the sample sizes are too small. Perhaps in a few years we’ll have enough data to be useful, but we don’t yet. I therefore don’t include these items in my comments. The success rates broken down by gender offer perhaps more statistically significant information (given that there are only two categories and therefore more people in each category), but they don’t show any obvious patterns. Overall, women seem to do better in Digital Media courses than men, but the exceptions to that rule seem to be randomly distributed among courses and semesters, so can’t make any confident generalizations based on gender.

Course-by-course breakdown

DIGM 34A (Flash I)

Enrollment  in this course was 22% over capacity for the first two semesters and 6% under capacity for the latest semester. I don’t think any of those numbers can be considered meaningful, especially since the course was offered at different times of the year and different places in the schedule. The evening sections are better enrolled than the daytime sections, presumably because Flash appeals more to students who have day jobs and who believe that knowing Flash will help them in their work. However, I’ve made a change to the 2007-’08 schedule that I think will improve enrollment. I’ve noticed that many students who take Dreamweaver I (an introductory website development course) suddenly see the value of knowing Flash, because many of the things they want to do on their websites are possible only by using Flash. Up until now, there was no sequence of Dreamweaver I followed by Flash I, but I’ve now built that sequence into the daytime schedule.

Success rates in this course are worrisome, however. Success dropped precipitously in Spring ’06, and — although we don’t have official data yet — it has remained low this semester in both the daytime and evening sections of 34A. As it turns out, this drop corresponds to a major change we made in the scheduling of Digital Media courses. Previously, each course was scheduled with two hours of lecture and four hours of lab each week, all under my supervision. As of Spring ’06, we changed the weekly schedule of all Digital Media courses to two hours of lecture, two hours of lab contiguous with the lectures, and two hours of lab scheduled independently by the student. In most cases, those two independent lab hours are done under the nominal supervision of whoever is on duty in the Photo Lab at the time. Although this change provided a great boost to productivity, it seems to have had an impact on student learning as well, particularly in Flash I. Flash is a difficult application to master, and involves acquiring a number of skills (such as animation and computer programming) that most beginning students have no experience with. It seems that without those extra two hours of “formal” lab each week (that is, lab hours in which I can continue to teach), students aren’t acquiring those skills as effectively. As a result, starting in Fall ’07, we’ll return to the former way of scheduling lab hours, at least for this course and possibly for Dreamweaver I as well (see below).

DIGM 34B (Flash II)

Flash II focuses on the programming language built into Flash, called ActionScript. There are no meaningful statistics for this course, since it’s only been offered once. I’ll be teaching it again in Spring ’07, and I plan to make it somewhat simpler than it was the first time around, so I’m not too concerned about success rates. However, I am concerned about enrollment: given the low number of students who were successful in Flash I for the past two semesters, I’m not sure there are enough students who are eligible for Flash II to fill the class; and of those, I’m not sure how many will want to go further with the rigorous work of computer programming. I’m promoting the course actively, however, so we’ll see what happens. (I expect that the course will generate more interest in Spring ‘08, when the title of the course will change from Flash II to the more accurate and descriptive Flash ActionScript.)

DIGM 35A (Dreamweaver I)

Enrollment in this course has been steady, and success rates have generally been good. (Success rates for this course are somewhat lower than those for the college as a whole, but that’s to be expected: many students enroll in this course thinking that all it requires is design skills; they’re often not prepared for the rigors of working with HTML, which is necessary to put together a robust website.) I’m inclined, however, to revert to the old way of scheduling lab hours for this course, as I described for DIGM 34A (Flash I). For my rationale, see the following comments on DIGM 35B.

DIGM 35B (Dreamweaver II)

After learning the mechanics of building a website in Dreamweaver I, students have the opportunity in Dreamweaver II to do professional-level work: each student finds an outside client for whom they design and produce a website. Enrollment in this course has been disappointing, but I feel it’s such an important course that I continue to offer it anyway, counting on the high numbers from Photoshop and Illustrator to offset its low numbers.

As with DIGM 34A, success in this course dropped drastically in Spring ’06 and (as future data will show) has gotten even worse in Fall ’06. Once again, I attribute this to the change in the way lab hours are scheduled. In this case, however, I don’t think going back to the old schedule would help very much. Because each student is working for a different client with different needs, most of their work in this course is necessarily independent. Keeping all the students in the same room at the same time as they work independently won’t make much of a difference, so I’m in favor of keeping the new, flexible lab scheduling for this course. (For one thing, it makes it much easier for students to arrange to meet with their clients.)

However, it seems to me that going back to the old style of lab scheduling for Dreamweaver I would pay off with increased success in Dreamweaver II. The reason many of the students drop or fail in Dreamweaver II is because they’re intimidated by the technical challenges. I believe that if we return to offering more structured teaching time in Dreamweaver I — which would allow, among other things, more time for students to interact and critique each other’s work as they learn each new set of skills — they’ll be better prepared to meet their clients’ needs when they move on to Dreamweaver II. I plan to test this theory when 35A and 35A are offered again in Spring ’08.

DIGM 36A/B

I’m combining these two courses into a single set of comments, because what needs to be said about them is the same for both. These courses teach digital video editing using Apple’s Final Cut Express software. I don’t have the same knowledge of the students’ needs and motivations in this course as I do for the other courses, because these are the only Digital Media courses I don’t personally teach. So all I have to go by are the numbers, and the numbers aren’t that meaningful: given that the data cover only two semesters, there’s not enough information from which to pick out trends.

I also tend to discount the existing data because two important things have changed. First, these courses were previously taught by an adjunct instructor who, by my evaluation, was not well suited to teach this material. As of this semester, the courses are being taught by a new instructor, Cedric Pounds, who has deep knowledge of the software and a great rapport with students. I have no doubt that as word of mouth spreads, his courses will have much higher enrollments. Second, as of Fall ’07 at the latest, the software used for the course will change from Final Cut Express to Final Cut Pro. (That change was initially supposed to take place earlier, but I’ve been waiting for Apple to come out with the expected new version before we upgrade.) As opposed to Final Cut Express, which is a consumer-grade product, Final Cut Pro is the software used by most of the video industry. I expect that the switch to Pro will generate more interest in these courses, as well as making the courses more directly useful to people who want to work with video professionally.
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“Rock Project” Proposal:

A Realistic Measure of Success

Rationale

This proposal is a response to three things that have been bothering me. The first — which I noted in the introduction to my basic data analysis — is the use of course grades as a measurement of a student’s success, even though what grades measure is relatively insignificant.  The second is the recent promotion of student learning outcomes as a way to measure a teacher’s success. (I’ll elaborate on this shortly.) The third is a problem that, as far as I can tell, plagues all my colleagues as much as it worries me: the feelings of helplessness, disappointment, and guilt as students withdraw (either officially or unofficially) throughout the semester, and our classes shrink to a fraction of their original size.

What all these issues have in common is that they all offer incomplete and imperfect pictures of the interaction that occurs between students and teachers. In addition, each one represents different ideas about what’s important in a college education.

The use of course grades as an indicator of a student’s success is based on the idea that it’s my job to teach certain identifiable skills and pieces of knowledge, and it’s the student’s job to learn them. Grades do have a certain limited utility: they provide certification to a third party (a college, university, or potential employer) that the student has reached certain goals (presumably those listed in the course outline). Grades offer a fundamentally unreliable picture of a student’s knowledge and skills, because they’re not based on any objective standard, and they don’t necessarily reflect all that the student has learned as a result of taking the course — particularly things that are outside the scope of the course outline. Beyond that, for students who don’t want or need certification for a third party, grades are meaningless.

The use of student learning outcomes to measure an instructor’s success presumes not only that it’s my job to teach certain identifiable things, and that it’s the student’s job to learn them, but also that the student’s willingness or ability to do his or her job is an accurate reflection of my ability to do my job. The list of unsupported assumptions here is staggering. Who said that I, or anyone else, has the ability or right to decide what a student ought to be learning? Who said that students are not autonomous beings who can decide for themselves what they want to learn and how they want to demonstrate it? Who said that a student’s learning consists only of measurable (or even observable) things? Who said that I have, or even should have, any influence at all over what a student chooses to do?

These assumptions all rest on the idea that we — the wise, experienced mentors — know what’s best for students, and have a moral and ethical obligation to mold students into the sort of people that we think they ought to be. To the degree that we fulfill that obligation, we’re good teachers; and to the degree that students allow themselves to be molded, they’re good students. That model — in my view, at least — is misguided and unworkable.

This is, after all, a college, not an elementary or middle school. Students are adults who come here voluntarily, for their own personal reasons. Presumably they wish to achieve some set of goals, but — unless the student chooses to share them with us — the precise nature of those goals is none of our business. Some students may ask for assistance in setting appropriate goals; but whether they do so or  not, what I want students to achieve is, or should be, irrelevant. I’m here to serve them. My job is to provide an appropriate learning environment and a set of resources (including my own expertise in my field) that students can take advantage of in their pursuit of their personal goals. I am, in brief, a facilitator of learning — nothing more and nothing less.

If we look at the nature of our job as facilitating rather than molding, then the only relevant measure of my success becomes: to what degree have I helped students achieve their goals?

This brings me to the third item I mentioned at the beginning of this section: the discouraging number of students who drop out before a course is over. Some of them leave for personal reasons; some leave because they come to realize that the course is not what they thought it was  going to be; some leave because they underestimated the amount of work that would be necessary to achieve mastery in a particular field. But without knowing why they’re leaving, I naturally see their withdrawal as a sign of failure on my part to be an effective facilitator of their learning.

As part of my tenure process, members of my tenure committee have administered questionnaires to my students asking them to what degree I’ve met their expectations. In other cases, I make up my own questionnaires asking what students liked and didn’t like about the course. The results of all these questionnaires are almost always enthusiastically positive, which — despite the boost to my ego — doesn’t actually tell me very much. Because these questionnaires are administered late in the term, the students who are responding to them are the ones who have chosen to stick around. Of course they enjoy or approve of how I teach my courses; they wouldn’t still be there otherwise.

What would be really useful information is to know why the students who aren’t still there have left. And because they’re not there, I can’t ask them. In some cases, of course, if I’ve developed a good relationship with a student, the student will tell me why he or she has chosen to withdraw. But most of the time, the students who withdraw are ones whom I haven’t had the opportunity to get to know very well.

It occurs to me that, if the only meaningful measure of my success as a facilitator is whether I’ve helped students achieve their goals — as I believe it is — then it’s vitally important for me to know, at the very least, whether a student is leaving due to dissatisfaction with what I’m doing,  or whether the student’s reasons for withdrawal have nothing to do with me. That’s the basis for this project.

Methodology

If I’m going to know whether a student is withdrawing for reasons having to do with me or my course, I have to find that out before he or she withdraws. Afterwards, it’s too late.

Ideally, I’d have students fill out a questionnaire every week that probes their attitude about what they’re learning. Then, if a student stops coming to class, I can get an idea of his or her reasons by looking at the questionnaires he or she as already filled out.  However, I know from experience that such a plan wouldn’t work: students — especially those who aren’t fully engaged in the course — simply wouldn’t fill out the questionnaires. (I’ve even tried getting students to give feedback about the course by making it part of their grade. They still won’t do it.)

I realized that the only way I’m going to get regular feedback from students is if I make the questionnaire brief and easy — which is to say, one question long. The question I propose is this:

This course is meeting my needs and expectations.

	o
	o
	o
	o

	Agree strongly
	Agree somewhat
	Disagree somewhat
	Disagree strongly


Still faced with the problem of getting students to fill out the questionnaire regularly, I came up with the following solution: I routinely have a sign-in sheet posted at the entrance to the classroom, and my students already are in the habit of signing in — if not at the beginning of each class, then at least sometime before the class is over. So, once a week, I’ll replace the sign-in sheet with a slip of paper containing the above question. Instead of signing their names on a collective roster, the students will each have to write their name on the slip of paper, answer the question, and drop the paper in a box.

In this way, I can get a weekly update of each student’s attitude toward what they’re doing in the course. And if a student withdraws or stops coming to class, I can look at their questionnaires and get a pretty good indication of whether I should feel responsible for their departure. If the student’s latest questionnaires show that the course is meeting his or her expectations, I can assume that their disappearance is unrelated to what’s going on in the course.

I propose to try this experiment in all of my class sections for a semester, to refine it if there are any problems, and then to try it for another semester. At that point I’ll know whether the feedback I’m getting has been useful, and I’ll make the decision as to whether to continue in the following years.

Resources Needed

One advantage of this scheme is that it requires no budget and no assistance. As I tally the attendance for each student — something I’d have to do anyway — I can briefly look at their responses to the question and get an idea of whether I’m on the right track. Then all I’d have to do is store the questionnaires in a safe place. If a student withdraws, I can look specifically at his or her questionnaires and make a note of whether his or her departure appears to be for course-related reasons.

Conclusion

The outcome of this experiment won’t provide information that will be of use to any other instructor besides myself. For that reason, perhaps it’s not really suitable to be a rock project. But if the information it yields turns out to be useful to me, then perhaps other instructors can adopt the same method to get periodic indications of how they’re doing. My hope is that this technique will prove to be a more valuable and useful method of assessing a teacher’s success than grades or SLOs.
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